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ABSTRACT

A multi-user Virtual World has been implemented com-
bining a flexible-object simulator with a multisensory user
interface, including hand motion and gestures, speech input
and output, sound output, and 3-D stereoscopic graphics
with head-motion parallax. The implementation is based
on a distributed client/server architecture with a centralized
Dialogue Manager. The simulator is inserted into the Vir-
tual World as a server. A discipline for writing interaction
dialogues provides a clear conceptual hierarchy and the
encapsulation of state. This hierarchy facilitates the cre-
ation of alternative interaction scenarios and shared multi-
user environments.

KEYWORDS: user interface management system, dialog
manager, virtual worlds, virtual reality, interactive simu-
lation.

BACKGROUND

A Virtual World is an interactive, multisensory, three-
dimensional environment where human-computer inter-
actions are based on the ways we interact with the real
world [5, 7]. Virtua World software tends to be complex
because it must manage multiple simultaneous devices,

operate as fast as the senses of the human in the loop; in-
corporate heterogeneous software objects (with a range of
operating speeds and hardware bases) seamlessly; and be
highly flexible in construction. Our architecture takes into
account the need for high performance, coordination of
multiple device- and application-generated events, and the
need for flexibility in configuring the Virtual World. We
have described the architecture in previous papers [1, 12].

We believe that many interesting Virtual Worlds will in-
clude one or more simulations [9, 19, 22] — software
components with autonomous behavior — as opposed to the
simpler spatial-database traversals and preprogrammed an-
imations often seen in today's demonstrations [4, 6, 17].
Such a simulation must be able to update its state (after
being perturbed by human input) at interactive speeds.
We call this a real-time simulation, since its results must
be computed within the same elapsed real time as the hu-
man's interaction.® In particular, this paper will describe a
Virtual World called Rubber Rocks, based on the physical
modeling of flexible objects [2, 13, 20].

Our Virtual World can be thought of as a set of cooperating
servers and clients communicating via asynchronous mes-
sages. The flexibility of our architecture stems from an
initial design decision to separate the style of a Virtua
World from its content [21]. The content defines the op-
erational characteristics of a Virtual World independent of
the user interface. In the case of Rubber Rocks, the content
or application is a flexible object smulator. The style, or



user interface, is implemented by device servers and a user
interface dialogue. Specialized 1/0O devices needed for the
multisensory aspects of the Virtual World are controlled
by dedicated server processes, that communicate via asyn-
chronous messages.

The Dialogue Manager, or User Interface Management
System [8, 10, 11, 14, 16, 18], provides the methods of
interacting with the Virtual World. It is the client process
that receives events from input device servers and appli-
cation programs, and sends data and control information to
application programs and output devices. It isthe Dialogue
Manager that maps device |/O to application parameters
and results. Events received from devices and applications
are processed by event handlers written in the form of
rules. These rules contain embedded C code [18]. In order
to achieve high flexibility, device remappability, and reus-
ability, the rule sets should be written as independent
modules, each encapsulating its own state. The rule sets
are designed according to their purpose in a conceptual
hierarchy [12] (see Figure 1). The specific level refers to
the interface to the servers, such as the I/O devices and
application. The generic level is a set of rules that merge
and filter data from the specific level to derive events that
are independent of particular 1/O devices. At the top isthe
executive level that defines the scenario or interaction se-
guences in a Virtual World. These rules form a toolkit for
building a variety of Virtual Worlds. We have found that
this dialogue structure has successfully scaled up to our
latest and most complex Virtual World incorporating real-
time simulation, stereoscopic display with head motion
parallax, and a shared two person environment. In addi-
tion, modifications at the executive level of Rubber Rocks
allowed us to easily create different interaction scenarios.

By designing a Virtual World with such a dialogue struc-
ture — style cleanly separated from content — it is relatively
easy to expand the world to include multiple users [15].
Within the hierarchy of events in the dialogues that make
up the interface, a selected group of events at the generic
and executive levels can be passed to other Dialogue
Managers to create a cooperative multi-user Virtual World.
By capturing certain events at the generic and executive
levels, the participants of Rubber Rocks are able to interact
with each other, as well as have independent views into the
Virtual World.

RUBBER ROCKS

Rubber Rocks is a Virtual World simulating a room con-
taining flexible objects. These objects are based on the
physical modeling of point masses connected by elastic
bonds. They deform and sometimes break as they collide

with each other, the walls and floor, and with the users
hands. Users can create, grab, hit and shoot these simu-
lated objects (see Figure 2). The system provides inter-
actions via hand gestures, speech recognition, speech
synthesis, and sound generation. The objects and room are
displayed stereoscopically? with head-motion parallax3.

Two users can simultaneously interact with Rubber Rocks.
They share a single underlying simulation, the Virtual
World content. However, both users have their own style
components. That is, both users have their own Dialogue
Manager providing independent user interfaces. These do
not need to be the same. For example, one user may
interact with the system using speech recognition, while the
other uses pop-up menus. One user may see the objects
rendered with shaded surfaces while the other sees
wireframes. Each user's head-motion parallax is managed
by the user's own dialogue. In addition, each user's view
contains a small amount of state obtained from the other
user's Dialogue Manager. For example, each user sees the
other's hand.

REAL-TIME SIMULATION

The content of Rubber Rocks is a flexible object simulator
[2, 13, 2Q] that integrates Newton's second law (F=ma)
over time. Objects are modelled as a network of point
masses and springs (or bonds). The dynamics of the sys-
tem includes external forces such as gravity, friction and
repulsive forces due to collisions. Collision forces occur
when an object collides with another object, a room
boundary, or one of the hands.

In Rubber Rocks, a number of simple, playful objects are
defined. These vary in complexity from octahedra con-
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Figure 1. Hierarchical organization of rule sets
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1 That is, we do not use "real-time" in its stricter technical sense here; we do not limit ourselves to simulations implemented with real-time programming

principles.
2 The graphic display is computed and displayed separately for each eye.

3 The observer's viewing location is repeatedly measured, defining a new camera position from which the correct perspective view is calculated.



taining seven points and eighteen bonds, to sheets com-
posed of 36 points and 110 bonds. Cubes, containing 27
points and 86 bonds, are objects of medium complexity.
Each object has a set of physical parameters which deter-
mines the flexibility and breakability of the object. These
objects can break into pieces if a strong external force is
applied to the object.

User interactions with these objects result in the direct
perturbation of the simulated dynamical eguations, through
the imposition of either forces or absolute positions. The
interactions include slapping, carrying, and shooting ob-
jects. Naturaly, the execution rate of the simulator de-
pends on both the complexity and the number of objects
being simulated. When the simulator runs more slowly,
there is a higher ratio of rea time to simulated time. But
worse than the loss of speed are the effects of changing the

relative velocity between the objects and the user's hand.5
For example, the user's hand will move faster with respect
to the objects when the simulator is slower, and it will ap-
pear as if the objects are hit harder. Thus the ungated
simulation displays both the unnatural effects of time-
varying gravity, and time-varying hand-slapping forces as
the contents of the room change. To simulate the flow of
time more faithfully, and keep the relative ratio of hand
velocity to simulated object velocity constant, we gated the
simulator at a constant rate equal to the lowest expected
simulation rate.

The ease of integrating the simulator shows the flexibility
of our architecture. The simulator is connected into the
Virtual World as a server. It communicates its state
changes directly with the Dialogue Manager. The amount
of state needed to be communicated to the Dialogue Man-

Figure 2. Rubber Rocks: Two users are interacting with Rubber Rocks. Each is wearing a baseball cap with a position sensor
attached for head-motion parallax. Gloves and position sensors are used for gesture input. The two users are looking
at a room from opposite sides. Within the room are a number of flexible objects. For this photograph, the simulator
is frozen at a time when both users are tugging at a single brick-shaped object. Hands are also displayed in the scene
reflecting both the position and the gesture of the users' own hands. Note that one user is viewing the scene on a
twenty-three inch display while the second is using a large-screen projection system. Both views are monoscopic for

purposes of the photograph.

4 Shooting is the application of a force on an object in the direction the user is pointing.
5 Veocity of the hand is computed by the tracker, while the velocity of simulated objects is computed by the simulator. The interface dialog scales the
hand velocity to be in units that are proportional to the size of the simulation space.



ager is relatively small, consisting of object collisions,
fractures, creations and deletions. The Dialogue Manager
passes to the ssimulator the hand positions, forces and po-
sitions to be imposed on objects, and requests for object
creation and deletion.

Graphica data is sent directly from the simulator to the
renderer. The Dialogue Manager coordinates this con-
nection by directing the ssmulator to pipe its output to the
renderers. The graphical datais sent in the form of surfaces
to describe the current shape of the flexible objects. This
relatively large amount of data bypasses the Dialogue
Manager for performance reasons, but aso because it is
not needed for computing the state of the interface di-
alogue.

DISPLAY METAPHOR

The display metaphor of Rubber Rocks mimics a box-
shaped room located behind the display surface. In fact,
the glass surface of the display forms the near wall of the
room. The room is displayed stereoscopically to provide
additional depth cueing.  However, with traditional
stereoscopic displays, the image appears to follow the ob-
server as their head moves. But, by tracking the position
of the observer's head and by using an appropriate shears,
the room is made to appear stationary behind the screen.

The size of the room is scaled to the size of the display.
When using a small 19" display, the room is realy more
like abox. Relatively small amounts of hand motion result
in the traversal of the virtual hand across the box. Simi-
larly, small head motions from side to side will change the
view from looking down the left edge of the box to looking
down the right edge. Correspondingly, with large screen
projection, larger maotions are needed to be consistent with
having a larger virtual box behind the screen.

INTERACTION SCENARIOS: ACTIONS AND GOALS

Interaction scenarios contain two components: the possible
sequences of actions the users can perform, and the goals
they are trying to achieve. Consider, for example, alter-
native ways of controlling the camera position in Rubber
Rocks. During initial debug and test, the position is con-
trolled by filling in a form. Specific-level rule sets are
written for form-widget input and events are passed on to
higher-level rule sets for the control of the graphics camera
position. When a 3D-tracker device becomes operational,
identical events are generated by a new specific-level rule
set for the tracker. This general approach allows us to
substitute a variety of devices and interaction techniques
without having to rewrite any of the higher level rule sets.

In a similar manner, we created scenarios with aternative
goas. For general audiences, Rubber Rocks was initially
demonstrated as a competitive game for multiple users.

Subsequently a non-competitive version was created. In
Rubber Rocks a "game" is a collection of the highest level
of dialogue rules. It is generally not concerned with low-
level events like hand gestures, head tracking, or graphics
rendering frame rates. Sometimes, it may not even be
concerned with the number of users playing the game.
Rather, it is more concerned with very high-level events
such as game-begin and game-end, the creation and de-
letion of objects, and possibly point scoring. Because the
game rule sets are only concerned with this restricted set
of events, we are able to quickly devise a variety of games
with different goals. We can also select among these dif-
ferent games on the fly by enabling/disabling rules.

Of particular importance, al these alternative interactions
were achieved without any changes to the simulator, the
world's content.

TWO-PERSON VIRTUAL WORLD

Virtual Worlds are an ideal environment for collaboration
[3]. The architecture chosen to implement Rubber Rocks
has enabled us to quickly extend it into a multi-user sys-
tem. The basic notion is that each user has a Dialogue
Manager for their interaction with the Virtual World. Each
Diaogue Manager sends commands and information to the
simulator (see Real-Time Simulation). Connections just
between the Dialogue Managers and the simulator would
be sufficient if the participants did not need to interact with
each other. To accommodate interaction between users, a
connection is made between each of the Dialogue Manag-
ers. For example, each user would like to see the other's
hand within the room. The hand location and posture need
to be passed between Dialogue Managers. Since the Di-
alogue Manager we use is event-based [12], we capture
events of interest and broadcast them to the other Dialogue
Manager. In the case of the hand data, hand-data events
are captured and broadcast to the other Dialogue Manager.
Once the remote Dialogue Manager receives the hand data,
it is able to update its remote-hand state information and
pass the information on to the renderer for display. In ad-
dition, this information can be used to determine whether
the local and remote hands are colliding. If so, the di-
alogue can generate events that ultimately result in hand
clapping sounds. Also, if one user's dialogue is stopped,
the other user's dialogue is unaffected (except that the re-
mote hand stops moving).

Higher-level events in the dialogue structure are of most
interest when designing for multi-user Virtual Worlds. In
the hand example, the hand information is an aggregate of
hand position and hand gesture information. Other inter-
esting information in Rubber Rocks includes the beginning
and end of a game sequence. When either user's dialogue
begins or ends a game, the game begin/end event is passed

6 The view for each eye is created by virtual cameras kept parallel to each other and perpendicular to the screen.



to the other user's dialogue so it can coordinate the inter-
face for such aspects of the interface as game scoring.
More importantly, by focusing on the higher-level, and
therefore more abstract, events, we need not consider the
specifics of 1/0 devices and views into the Virtual World.
For example, the abstract events are the same regardless
of whether the input was spoken or chosen from a menu.
Another advantage of this high-level approach to sharing
of information between dialogues is the reduction of state
information that needs to be communicated between Di-
alogue Managers.

SYSTEM CONFIGURATION

Rubber Rocks is implemented on a distributed UNIX plat-
form. The clients and servers communicate with each other
through TCP sockets and therefore Virtual Worlds can
easily be implemented across heterogeneous processors
[1, 12].

The distributed architecture provides the computational
capacity needed for richer Virtual Worlds with complex
behavior. Furthermore, the functional partitioning requires
relatively low communications bandwidth. Rubber Rocks
supporting two users runs on a local area network of seven
IBM RISC System/6000 machines. The flexible object
simulator runs on a dedicated machine due to its
compute-intensive nature. Each user's interface runs on
two machines — one for rendering the 3D graphics and one
for running the dialogue. Two machines are dedicated to
servers driving the I/O devices — gloves, 3D trackers,
speech synthesizers and recognizers, and sound generators.

CONCLUSION

We built a multi-user demonstration system coupling a
flexible-object simulator with a multisensory user interface,
including hand motion and gestures, speech input and out-
put, sound output, and 3-D stereoscopic graphics with
head-motion paralax. The experience with the implemen-
tation of Rubber Rocks supports the basic architecture for
Virtual Worlds we have developed. The flexibility of the
system stems from the initial design decision to separate
style from content. In addition, we developed a discipline
for writing dialogues based on a conceptual hierarchy. As
a result, the aternative interaction scenarios for Rubber
Rocks were easily created and could be selected on the fly.
This architecture also facilitated the creation of a shared,
multi-user Virtual World.

We believe that Virtual Worlds rich in content will contain
real-time simulations. Rubber Rocks demonstrated the in-
tegration of a simulator into our architectural framework.
The simulator is inserted into the Virtual World as a server,
requiring relatively little bandwidth to communicate state
changes to the Dialogue Manager.

Rubber Rocks is the third in a series of increasingly com-
plex Virtual Worlds that we have implemented on this ar-

chitectural base. In the future, other simulation servers,
such as constraint solvers and autonomous agents, will act
as building blocks for the construction of even richer Vir-
tual Worlds.
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